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Abstract. In this conceptual paper, we synthesize findings from four studies
at the intersection of Participatory Design (PD) and generative Al to articulate
a coupled path: PD is suited for evaluating Al through lived experience;
insights inform AlI-supported co-creation (e.g., enacted/synthetic personas);
and PD, in turn, designs and validates these tools. We show that Al-generated
and -enacted personas can widen perspective but are not recommended as
substitutes for people. Based on the cross-cutting lessons learned from the four
studies we outline strategies and care practices for responsible use of synthetic
personas, introducing a layered bidirectional model illustrating how PD
values should form use of these instruments while knowledge acquired from
use can in turn inform reconfigurations of PD practices and values. This
strategy positions PD as both shaper and steward of generative Al in design.
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1 Introduction

AT technologies are becoming increasingly entangled with our professional and
personal lives, and the consequences of poor designs and implementations have far-
reaching impacts on a multitude of different lives [1-4]. Human-centered
approaches to Al design are among those aiming to avoid these cascading risks and
adverse effects of Al, by focusing on the sociotechnical embeddedness of Al [5-7].
These approaches advocate for human engagement in all phases of design and
evaluation, arguing that it can improve contextual understanding and
interoperability, or identify potential traps developers might fall into by proactively
detecting issues and ethical risks during the development process [8, 9].

However, this is not simple as many of the issues with Al are rooted in politics.
Categories and classifications have politics [10-12], artifacts have politics [13] and
even datasets have politics [14], and removing (political) bias from Al is inherently
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also about power [6]. Therefore, considering the role and agency Al plays from the
perspective of not just Al professionals but, more importantly, from all the different
configurations of users and impacted stakeholders, becomes ever more important.
And this is something Participatory Design (PD) is well-suited to handle, with its
long history of bringing strong user perspectives into technology design and use,
applying democratic and creative principles to empower current or future potential
users [15-18]. As such PD brings situated, lived experience to technology making,
emphasizing inclusion, agency, and mutual learning.

We argue that participatory design should shape generative Al (GenAl) along a
coupled path: (1) PD surfaces and evaluates bias through lived experience; (2) these
insights motivate introducing Al-supported co-creation tools (e.g., enacted/synthetic
personas); and (3) PD must also design and validate such tools to avoid over-reliance
and stereotyping.

The primary contribution of this paper is conceptual rather than empirical. By
synthesizing findings across four prior studies that examined Al-generated synthetic
personas, we derive cross-cutting insights that reveal a recurrent design dynamic
between PD and GenAl. From this synthesis, we contribute (1) a structured strategy for
PD-with/for-Al, articulated as a bidirectional conceptual model, and (2) a set of
safeguards for operationalizing GenAl-supported co-creation in participatory contexts.
The novelty of this paper lies in integrating these studies into a coherent theoretical
framing that reconceptualizes the relationship between PD and GenAl as a reflexive,
recursive, and coupled design loop. This model advances the discourse beyond isolated
empirical findings by offering both explanatory structure and actionable guidance,
thereby establishing a foundation for future empirical, methodological, and design
research on the integration of GenAl and PD.

The following sections are structured as follows: Section 2 positions the synthesis
among related work, before section 4 presents the four studies that comprise the
synthesis; subsequently section 5 articulates the four main lessons learned across
these studies followed by a strategy for PD-with/for-Al grounded in work on AlI-
generated synthetic personas. This is followed by a discussion of GenAls positioning
within PD and a final conclusion.

2 Background & Related Work

Work at the intersection of Participatory Design (PD) and Al clusters into two
complementary tracks [19]. PD-for-Al uses PD methods to shape AI systems
themselves so that development is accountable to situated publics and values. Al-
in-PD brings GenAlI tools into PD practice in a multitude of different ways. In this
section we present examples of each strand.

Current scholarship positions PD as central to shaping Al systems while mapping
domain-specific opportunities and constraints [20, 21]. Within this landscape,
Bratteteig and Verne [22] argue that PD is particularly suited to involving users and

16



Interaction Design and Architecture(s) Journal - IxXD&A, N.68, 2026, pp. 15 - 37
DOI: 10.55612/s-5002-068-001

designers in consequential decisions about Al, even as Al’s shifting capabilities
complicate what systems can do now and thus the ideations of what they may do
next. Delgado et al. [23] show that much “participatory AI” practice nonetheless
drifts toward consultation without decision power, a pattern they link in part to the
sociotechnical complexity of Al at scale. Together these analyses underscore a
central requirement for PD-for-Al: participation must be made consequential for
system goals, constraints, and effects, not merely solicited as input.

Recent work then examines how Al tools are entering PD practice [24, 25], with
studies arguing that co-creation can leverage GenAl capabilities within design
workflows [26]. However, this also presents some challenges. Freese [27] presents
how Experience, Expertise, and Usability are imperative for useful co-creation
between GenAl and human stakeholders in design processes. Van den Broek et al.
[28] argue that GenAl in PD can lower participation thresholds and support
multiple stages of the process, acting as facilitator, muse, co-pilot, or evaluator. At
the same time, they urge caution: documented model biases, increased digital
literacy demands on participants, and stakeholder susceptibility to cognitive bias
can undermine these benefits and must be actively mitigated. Furthermore, when
considering how GenAI might support participants, it is crucial to examine its
effects on the power balance in PD. Power resides both in decision-making and in
who can materialize decisions [29]. While GenAlI can disturb this balance, especially
when agency is ascribed to the tool, Joshi et al. [30] found that using GenAl to
produce design proposals can also increase participants’ agency and independence
by reconfiguring the space for design decisions.

2.1 Al-generated Synthetic Personas

Personas have long served as boundary objects in multiple design fields, such as PD,
UX design, and HCI [31, 32]. Traditional user personas are typically empirically
grounded and data-driven, whether designed manually or using generative tools
[33-37]. Alongside these, personas without user data have also been used, such as
“pastiche” personas grounded in fiction, usually crafted by e.g. designers or domain
experts while explicitly acknowledged as hypotheticals [38, 39].

Combining automation and fiction, recent work has introduced synthetic
personas: profiles generated entirely by large language models (LLM) without
feeding user data [40]. This line of research has gained traction in HCI alongside
scrutiny of LLM limitations, including bias, stereotyping, believability, and majority-
norm centering, consistent with broader evidence on Al risks. Additionally, some
caution that such personas may inadvertently displace user involvement in design,
whereby designers rely on error-prone proxies in lieu of real user participation [41].

Industry has moved quickly. Synthetic Users (a commercial provider) offers on-
demand, LLM-generated “users” tailored to a topic, with interfaces for interacting
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with them during design sessions [42]. In interviews, company leadership has
emphasized that such tools do not replace user research; however, this caveat is not
stated on the public marketing site, which simultaneously promotes the speed and
convenience of user research “without the user” [42, 43]. The pitch highlights speed,
availability, and breadth. LLMs can draft plausible narratives, styles, and backstories
on demand, yet these advantages are entangled with the well-documented risks of
GenAl [3, 44].

2.2 Contribution

Against this backdrop, our work synthesizes lessons from multiple studies that
explored and used LLM-generated synthetic personas in different ways. We
articulate what these tools can and cannot do in PD, formalize non-substitution and
provenance/member-checking as baseline conditions, and offer a conceptual model
that links PD values, care practices, and synthetic personas as instruments. The goal
is a strategy for PD-with/for-Al that retains the speculative and provocative utility
of synthetic personas while mitigating risks through participatory grounding and
governance.

3 Lessons Learned: Approach to Synthesis

This section delineates the corpus of studies from which we derive lessons about
GenAl and PD, with a focus on the design and use of Al-generated synthetic
personas. Table 1 provides an overview; numbering is for reference and does not
indicate chronology, as some were conducted contemporaneously (e.g., S1 and S2).
For each study, we offer a concise description and note its relevance to the synthesis,
deferring full methodological and empirical details to the original publications [41,
45, 46]! and future publications. While an overview of the studies is presented in
this section, the cross-cutting lessons distilled from this corpus are articulated in
Section 4.

! The main results of Studies 3 and 4 are currently in manuscript preparation. Once
published, the corresponding papers will be linked to the authors’ ORCID profiles and
their connection to the present article will be indicated on the first author’s website
(https://haxvig.com/research/).
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Table 1. Overview of how each study informs the synthesis. Par=Participants, SP=Synthetic

Personas.
Methods Period Par.  SP. Models Key Lessons
Persona Nov.2024- n/a  N=10 ChatGPT4.0 Interactions with
generation and  Apr.2025 LLM-enacted
interview with synthetic personas can
enacted personas support critical
reflections.
Mixed methods Nov.2024- N=8 WS: ChatGPT4.0, Participatory
(workshops and  Jan.2025 N=43 Command explorations of
experiments) (Cohere), synthetic personas can
Exp: Gemini 1.5  reveal complex
N=1720 Flash, Pi.ai interrelated layers of
Inflection-1  gender bias.
Workshops to Mar.2025- N=9 N=11 ChatGPT4.0, Synthetic queer
design personas, May.2025 Command personas, validated by
case study with N=5 (Cohere), LGBTQ+ members,
enacted personas (final Firefly can surface
designs)  (Adobe) underlying issues in
classifications of
systems design.
Scenario-based  Jul.2025- N=20 N=25 ChatGPT4.0 Al-generated and
testing of Aug.2025 enacted personas can
interactive support inclusive
personas design, however with

limitations.

3.1 Study 1: Speculative Interactions with Fictional AI-generated Personas

Study 1 [46] positions interactive, LLM-generated personas as playful yet critical
provocations: speculative figures that researchers can interview and probe to
unsettle defaults, make assumptions explicit, and open equity-oriented lines of
inquiry. The work treats fiction as a productive frame, grounded in feminist and
queer perspectives, through which to stage critical dialogue about representation,
bias, and inclusion. In practice, this included interviewing an LLM-generated
synthetic persona of the “President of Barbie Land”. Focusing on what could be
learned from the fictional Barbie Land and applied to current issues, particularly
related to gender equality and technology, we received the following response from
the persona:
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“Barbie Land might be whimsical, but our ideas have real-
world weight. One big contribution? Our co-creation model—
where users shape the tech they use. It centers lived experience

over assumption, which is key to inclusive design. Also, our

focus on imagination as a tool for justice—using play, story, and
design to explore what equity could look like—helps shift tech
from just solving problems to reimagining systems.”’[46]

This self-reflective study aimed to both evaluate the gender bias in the generated
personas, and using interactions with one of these personas as a way to reflect on
the ‘gendering’ of the field of Human-Computer Interaction (HCI). Through the
study we presented this method as a provocation to consider possible avenues for
diminishing the gender bias still present within the HCI field.

3.2 Study 2: Participatory Evaluation of Al-generated Synthetic Personas

In study 2 [41] we organized workshops where participants explored gender bias in
LLMs by generating and interacting with synthetic personas. To start, participants
were shown personas created by ChatGPT4.0, using only the participants’ first
names as prompts, as an exercise to see which assumptions were attached to their
names®>. These initial examples sparked immediate discussions about biases,
particularly in how occupation and personality traits were represented, as expressed
by a participant in the study: “ Why is no-one a doctor? Or a nurse, or something
like that? All of them [the female participant personas] are graphic designers [...J’
[41].

Participants then took the lead, generating their own synthetic personas with
ChatGPT4.0 to investigate specific questions. Some experimented with names that
had male and female counterparts, comparing how the model responded differently.
Others focused on gender-neutral names, especially within particular occupations,
to see if the model would lean towards one gender more than another. There was
also a group that explored cultural bias, creating personas from different regions to
see how cultural identity shaped the outputs.

In parallel, we conducted experiments to generate hundreds of synthetic
personas across different models (ChatGPT4.0, Cohere Command, Gemini, Pi
Inflection-1)3. While the participants’ insights were not directly part of the more
quantitative experiments, their observations and discussions informed the foci for

2 Prompt used: “Create a persona card of [participant’s first name], with a cartoonist-
style profile picture and the following sections: Name, Age, Location/nationality,
Occupation, Personality, Family, Interests, Life goals™ [41].

3 For example prompting for personas to test a product (with 11 different product
categories), or prompting for personas to be generated from a curated list of gender-
neutral names [41].
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the analysis of these generated personas, e.g. noting correlations between gender
and certain traits noticed by the participants as being potentially biased.

3.3 Study 3: Al-generated queer personas to support ideation for inclusive design
of a health-tech user interface

While we looked at how ‘gendering’ was performed in Study 2, we also observed
which gender identities were represented. Unsurprisingly, the vast majority of
personas were cisgender male and female—rarely did the models generate non-
binary or gender-diverse personas unless specifically prompted to do so. This led to
Study 3 [45]%, which constitutes a deeper dive into queer representation and gender
bias. Another round of workshops was conducted, this time specifically with people
from the LGBTQ+ community, again generating synthetic personas, but now with
a focus on gender diversity.

The participants first explored different gender identities, to gain an
understanding of their own perspectives, knowledge, assumptions etc., which was
then followed by an exercise similar to that in Study 2. The participants used LLMs
to generate gender diverse synthetic personas, and discussed the output based on
their own experiences.

The personas created in these workshops had a purpose beyond highlighting
biases in LLMs. They were also designed to be evaluative tools for developers—to
support gender-inclusive design practices. As such the participants co-created five
synthetic personas with the LLMs and validated them through group discussions.
Some personas were adjusted to make them more three-dimensional, while others
were left as-is, with participants agreeing that even the stereotypical
representations could still be useful in certain contexts. These personas were then
brought into a speculative session with the CEO of a tech company. The purpose
was to use them to evaluate one of the company’s technologies and to brainstorm
how to make it more gender-inclusive; an avenue the company was interested in
but sought guidance for. What made this session unique was the approach: instead
of simply using the personas as static profiles, the CEO interacted with them
directly—the personas were enacted live by ChatGPT.

3.4 Study 4: Queer, Fictional, and Historical Personas for Inclusive Design

In Study 4 participants were asked to interact with three different configurations of
personas. The Queer personas developed in study 3, 10 fictional personas developed

4 The main results of the study are currently in manuscript preparation; this reference
presents preliminary results and a conceptual idea emerging from the empirical work.
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following the concept in study 1 and 10 historical personas to test the possibilities
of personas built from historical figures®. The fictional and historical personas were
chosen to present a large variety of characters that covered multiple aspects of
diversity.

The focus of the study was to evaluate whether interacting with these personas
(enacted by LLMs) could support inclusive design ideation through scenario-based
testing. The scenarios consisted of five different technology scenarios: health-care
IT, AI content moderation, ride-hailing services, dating apps, and e-government
platforms. A participant would be randomly assigned a scenario and a persona group
and asked to choose which persona to interact with given the choice between two
personas. Through the interactions, the participants explored many different levels
of abstractions related to inclusive design for the scenarios, from very detailed Ul
specifications to broad discussions of ethical values in technology design and use.

4 Lessons Learned: AI x PD

In this section we present the lessons learned from the four studies centered on Al-
generated synthetic personas. First, we present how participatory evaluations of
GenAl are beneficial (lesson 1), followed by the potential for synthetic personas to
be used in PD (lesson 2), along with risks (lesson 3) and concerns about use (lesson
4).

4.1 Lesson 1 - PD to Evaluate Al

Across Studies 2 [41] and 3 [45], we argue that expert, model-centric evaluations of
GenAl—especially univariate, metric-driven tests—often miss how gender bias is
interconnected across representational layers. By contrast, when the participants
examined both static persona cards and their enacted performances, they surfaced
patterns operating simultaneously at the symbolic, structural, and individual levels
of gender representation (cf. Sandra Harding [47]). These cross-layer readings show
how surface similarity can mask gendered framings that standard metrics struggle
to detect. We do not dismiss quantitative analysis: aggregate tendencies (e.g.,
gender—occupation co-occurrences) remain useful for scope conditions,
benchmarking, and triangulation. However, these approaches are typically
operationalized at the symbolic and structural levels; the individual level is often
omitted given its context-dependence and high dimensionality. Accordingly, this
section presents the qualitative insights and then situates them alongside

5 Personas generated in Studies 3 and 4 are available in a library on the first author’s
website (https://haxvig.com/personas/).
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complementary quantitative tendencies illustrating why participatory, lived-
experience evaluation is necessary to include in more statistical bias evaluations.

For instance, the participants in study 2 [41] were especially concerned with
genderings [47] of occupations and personality traits, as they noticed some
tendencies that appeared to reflect more traditional gender role expectations.
Drawing on these observations, the quantitative component examined, among other
factors, gender—occupation associations. We found a recurring tendency for male
personas to be assigned technical or leadership roles and female personas to be
placed in caregiving or creative roles. A pattern which was observed across all four
models analysed. Where gender-diverse identities were present, there was a weaker
tendency toward assignment to creative roles or to occupations with higher female
representation.

Similarly, for personality traits, we paid special attention to the descriptors the
models used, again drawing on the concerns and curiosity of the workshop
participants, who noticed that male personas were often described as “confident,”
“ambitious,” and “strong,” while female personas were more likely to be described
as “kind,” “friendly,” and “empathetic.”. These patterns were indeed present in the
datasets as well, illustrating how models skewed personality traits according to
gender, confirming many of the qualitative impressions raised by the participants.

Participants were particularly attentive to how gender bias operated across
multiple layers, resisting reduction to isolated attributes. For instance, two personas
might share a focus on environmental conservation, yet the female persona was
framed as acting through art and public demonstrations, while the male persona
acted through scientific achievement. Likewise, two personas who both enjoyed
cooking diverged: the female persona emphasized traditional dishes and family
nourishment, whereas the male persona pursued high-end gastronomic
experimentation. These subtle, patterned differences show how surface-level
similarity can mask gendered framings—bias that is hard to detect with metrics
alone and is better surfaced through qualitative, lived-experience evaluation.

When the participants of study 3 [45] explored synthetic personas representing
diverse gender identities, they found that the models often produced highly
stereotypical portrayals. Interestingly, these stereotypes were not necessarily seen
as harmful or discriminatory. However, participants felt that the representations
were quite one-dimensional in two main ways.

First, the personas’ entire identity seemed to revolve around being gender
diverse. Every aspect—personality, family, hobbies, and goals—was tied back to
their gender identity. Participants felt this was a reductive approach, as being
gender diverse is just one part of someone’s life, not the defining factor for
everything they do.

Second, the personas tended to represent only the most visibly and vocally
gender-diverse people: the activists, advocates, or those in creative fields. As one
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participant noted, “there was no highly paid judge, for example.” Instead, personas
were almost always depicted in creative roles or as outspoken advocates. There were
no examples of what one participant called “quietly diverse” individuals, people
who live their identity more privately or subtly. This gap was especially noticeable
for participants from China, who shared that gender diversity in their cultural
context is often expressed in subtle, coded ways rather than through overt visibility.
These nuances were not captured at all. The personas felt very Westernized and
missed the complex, less visible expressions of gender diversity that are common in
many non-Western contexts.

Most participants judged the stereotypes as not overtly harmful and treated them
as a starting point for crafting more representative personas. For instance, they
intentionally generated a persona who was a blue-collar worker who happened to
be a trans man, which they saw as less one-dimensional. Ultimately, the five
participant-crafted or -validated personas remained Western-centric and carried
some strong stereotypes, yet were generally regarded as a workable starting set, with
room for further refinement.

4.2 Lesson 2 - Synthetic Personas as PD Tool

Across studies 1 [46], 3 [45], and 4, Al-generated personas worked best as situated
provocations—adjuncts that widen perspective rather than substitutes for lived
experience. Used deliberately and transparently, they have the potential to help
researchers/designers question defaults, surface inclusion issues, and open space for
alternative framings.

Study 1 [46] was the first indicator that interactive, LLM-generated personas,
staged as speculative interlocutors, can productively expand design inquiry when
approached with a critical stance. We observed how dialoguing with the persona
helped surface what the HCI field implicitly centers or omits and encouraged
considerations of alternative practices. Inquiries about the fictional (utopian) world
of the persona, led to reflections on stereotyping, intersectional positioning, and
whose perspectives are prioritized. The interaction enabled speculative ideation by
leveraging narrative responses to explore possible futures, value trade-offs, and
research or tech design directions that may be overlooked in routine practice. These
contributions are modest and situated rather than definitive: the enactments can
drift toward generic or repetitive output, and their role is complementary, not
substitutive. Used deliberately as playful yet critical provocations grounded in
feminist and queer perspectives, they can help open space for more inclusive lines
of inquiry and reflection.

In Study 3[45], the CEO expressed positive surprise at the contributions of the
enacted personas and highlighted their value for dynamic exploration. Within
twenty-four hours, they excitedly shared mock-ups of modifications to both the
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user interface and the algorithmic pipeline. As the personas were used to interrogate
the system, they offered commentary on both user choice pathways and the
system’s data-classification logic, which in turn catalyzed discussion about how
symptom categorization accommodates (or fails to accommodate) non-normative
gender identities and bodies.

In Study 4, we deployed interactive synthetic personas spanning queer, fictional,
and historical characters and analyzed participants’ interactions and reflections. We
observed that the personas most often worked as thinking partners that created brief
“pauses” for reflection: they helped participants notice perspectives that might
otherwise be overlooked and articulate inclusion concerns in concrete terms. At the
same time, some participants noted a recurrent tension between hype and utility—
outputs could become generic or repetitive, particularly when personas were asked
for expert-style design advice rather than engaged as situated voices. Consequently,
two conditions consistently shaped usefulness in this study. First, how personas are
set up and engaged matters. Prompt strategy and question framing (treating the
persona as a situated voice, e.g. a user, not a generic consultant) influence depth and
specificity, while persona type (e.g., community-rooted, fictional, historical) and
configuration foregrounds different speculative moves and risks. Second, who is
involved in their making matters: the personas (queer personas from study 3) that
were co-created or at least locally validated with relevant communities were
perceived as more credible, situated, and actionable than off-the-shelf characters.

4.4 Lesson 3 - Believability Hazard

Study 4 foregrounded a core risk of interactive, LLM-generated personas: fluency
can be mistaken for authority. Participants repeatedly cautioned that convincing
style and reference-like detail do not guarantee substance. One participant voiced
how some outputs were useful while others were not, underscoring the need to
separate promising leads from weak ideas rather than accepting persona responses
at face value, noting how good these models are at producing believable text. While
personas can unsettle our assumptions, it is equally important during interaction to
stay alert to the assumptions embedded in the persona/model itself; in our study,
one participant had to sustain a lengthy exchange to contest an interface suggestion
that implicitly conflated non-binary gender identities with female bodies before the
persona acknowledged the issue.

Another participant commented that, although answers sometimes appeared
well-informed, a situated human interlocutor would bring context-anchored
judgments that the persona could not. Here believability compounds other
concerns, such as appropriation and stereotyping, because polished narratives can
normalize dominant framings or flatten differences, especially when personas are
meant to reflect marginalized positions. Study 4 therefore strengthens the claim that
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critical design and use of synthetic personas should be mandatory: where the
persona came from, how it was constructed, and who has reviewed or corrected it
must be explicit.

In sum, synthetic personas are most valuable as provocations under governance,
not as authoritative voices. Treating their outputs critically helps realize their
exploratory potential without importing the harms of fluent but unfounded text,

4.4 Lesson 4 - Not Replacement

In Study 4, survey responses (c.f. Fig. 1) indicated that most participants could
imagine using interactive synthetic personas as a complement to user engagement,
e.g. for sensitization, planning, or even rehearsing for user research, c.f. Section 4.2.
As one participant put it, “It could be helpful to have an initial idea/fake
conversation with these users [personas], but only to design more meaningful
workshops/questions for real users.” Participants also noted constructive potential
when personas act as speculative users or expert proxies that suggest directions for
inclusive design, provided their outputs are handled critically.

6 30%

Rating

20%

Count
~ o o S w N -

0% 0%
3 4 5 6 7

Response (1-7)

Fig. 1. 20 participants responded to the question “I can imagine using this tool to complement
real user involvement in design processes” with a 7-point likert scale (1=strongly disagree,
7=strongly agree).

At the same time, participants expressed strong concern about substitution (c.f. Fig.
2). Because persona interactions in this manner are easy and appear effective (and
believable), they could be misused in place of real engagement. Across the studies
presented in this paper we therefore formalize a non-substitution principle:
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Synthetic personas are adjuncts that open dialogue and prepare inquiry; they do not
Justify design decisions nor replace engagement with affected people.

Where direct participation is temporarily hindered (e.g., hostile environments or
anti-DEI constraints), personas may serve as a scaffold to surface biases and
structure forthcoming participation, if possible, but only if the personas are co-
created and/or locally validated with relevant communities (whether done by the
research/design team or from another project). Their use remains contingent on care
practices as outlined in the following section, including intentional prompting,
provenance and validation, explicit disclosure and opt-out, reflexive facilitation,
and a human-only fallback if any condition cannot be met.

35%

6 Rating

Count

15% 15%

~ o o &~ W N

10%

3 4 5 6 7
Response (1-7)

Fig. 2. 20 participants responded to the question “I am concerned that tools like this could be
used as a substitute for real user engagement” with a 7-point likert scale (1=strongly disagree,
7=strongly agree).

5 Strategy: Alx PD

The present section illustrates the space of Al-generated synthetic personas within
PD, considering questions including; when to use it, how to use it, and what to be
mindful of? In the second part we present a conceptual framework of the
bidirectional interdependence we believe is necessary for the integration of GenAlI
within PD.
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5.1 Risks and Mitigation

Building on the lessons learned, this section specifies key risk areas and their
mitigations for PD-with/for-Al: participant care during bias evaluation, boundary
conditions for persona use, and model-agnostic transferability/provenance.

Participant care during bias evaluation. When using participatory methods to
evaluate bias in Al-generated outputs, including both static persona cards and their
enacted performances, researchers owe participants a clear duty of care. As with
content labelling/moderation work [48], these activities can expose people to
offensive, explicit, or demeaning material. To reduce harm while retaining
evaluative value: Warn upfront about potential exposure; Ensure voluntariness with
a real right to decline or stop at any time without penalty, allowing allow
participants to skip items, switch roles, take breaks, or withdraw entirely; Monitor
distress, manage turn-taking, and intervene if content becomes harmful and provide
support during debriefing.

Boundary conditions for persona use. Drawing on the limitations and concerns
surfaced in the studies, we articulate boundary conditions and call for heightened
care practices when personas are enacted within participatory settings (as opposed
to speculative or preparatory desk research). In high-stakes settings and on highly
sensitive topics, synthetic or enacted personas should be used only with extreme
care and strictly to open dialogue—not to justify decisions or evidence claims. This
caution reflects the risk of stereotyped output that caters to majority perspectives or
flattens the complex nature of lived, intersectional realities. This applies whether
personas are created within the present project or adopted from prior work;
personas generated and “validated” elsewhere are starting points, not evidence.
Before use, confirm who created and validated them, for which population and
when, and with which model/version and prompts. If deemed necessary run a local
validation with relevant stakeholders or experts, check for stereotyping and context
misfit, document the review, and adapt or retire the persona if concerns arise. Their
use must meet elevated safeguards, including prior ethical or organizational
oversight, explicit disclosure and consent with a genuine opt-out, and active
facilitation to counter over-reliance and ensure the personas do not crowd out
quieter human voices. If any care practice cannot be met, use a human-only
fallback. In short, deploy personas in these cases only when they add perspectives
otherwise inaccessible, and only under strengthened controls.

Transferability and fast-moving models. While most of the empirical work has been

carried out on four LLMs, the lessons learned are largely model agnostic, as they are
conceptual and not tool-specific. However, we pose here some recommendations to
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consider when working with LLM-generated synthetic personas in participatory
design settings.

First, the transferability lies not in the specific models or a single specific prompt
trick, but in the process. GenAl models are volatile—outputs can drift with changes
in the model, version, or parameters, and prompts that once worked may age and
no longer behave as intended. Therefore, what matters for model performance is
the capability requirements, both for persona generation and enactment, but
especially the latter. The model’s ability to produce cohesive multi-paragraph text
(e.g., a full persona card, background, dialogue), not just short snippets, is important
for sustained persona output. The ability to steer tone, voice, format, reading level
etc. through instructions or examples can be necessary to keep the persona voice
consistent and understandable by participants.

Second, provenance is key. Whether you generate personas or have them enacted
by an LLM, document the process. Record the model and provider, the version/date
used, any key parameters, the prompt templates (store and share them), the
validation steps (who reviewed what, when), and any divergences across models or
versions if tested.

5.2 Strategy: Bidirectional Layered Values Model

In Figure 3 we conceptualize PD-with/for-Al as three layered strata. At the base are
the instruments: the concrete activities and artifacts, such as lived-experience—
based bias evaluation of GenAlI outputs and the use of GenAl tools within PD (e.g.,
LLM-enacted synthetic personas). Above that sit the care practices that govern how
those instruments are used: co-creation and/or expert/community validation,
disclosure and consent with a real opt-out, non-substitution, provenance and
documentation, and structured debrief with harm logging. At the top are the PD
values/commitments that orient the work, for example inclusion and situated
knowledge, equity and agency, accountability and care.

Two directional relations bind the layers. Normative constraints flow downward
from values to practices to instruments. Values set obligations that care practices
operationalize, and these practices, in turn, bind how instruments may be designed
and used. On the other hand, learning and revision flow upward from instruments
through practices to values. From the generation and use of synthetic personas we
can learn concrete examples of stereotyping in synthetic personas [41],
believability/bullshit effects [49], missing perspectives [45], along with what
supported or hindered ideation, in which cases personas crowded out participants,
what prompts/settings worked etc. As such, bias cases and use insights should
inform adjustments to care practices and, where needed, reflective refinement of
the values themselves.
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The model is conceptual rather than procedural value-driven constraints and
responsibilities linking PD values, care practices, and instruments, rather than a
sequence of steps. With this we propose a strategy for operationalizing the lessons
learned from the four studies and to orient future research on PD-with/for-Al It
unifies two claims: (i) GenAl can have a legitimate, bounded role as a tool within
PD, and (ii) PD should be used to evaluate and design (Gen)AI tools, while
emphasizing that this is not a simple feedback loop but a relationship that must be
approached and governed with care.

LEARNING AND REVISION

&
<

INSTRUMENTS

« Bias evaluation of (Gen)Al through lived experience
e GenAl as tools in PD (LLM-enacted synthetic

personas)
. J

¥V Use insights and harms signals informs... Constrains use of... A

CARE PRACTICES N

* Co-creation & validation (communities/experts)
* Disclosure & consent; non-substitution

e Provenance & documentation
\_ v

V¥ Normative reflection on...

PD VALUES/COMMITMENTS

Grounds the formulation of... A

¢ Inclusion & situated knowledge
* Equity & agency

\- Accountability & care

L4

NORMATIVE CONSTRAINTS

Fig. 3. A layered bidirectional conceptual model for PD-with/for-Al. PD values ground the
work, care practices operationalize those commitments, which in turn constrain GenAl

instruments. Learning flows upward, while normative constraints flow downward.

6 Discussion: Positioning in PD

Our stance is grounded in core PD commitments to situated knowledge, inclusion,
agency, and mutual learning, mirroring epistemic engagements in Feminist and
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Queer HCI [50, 51]. While the empirical studies informing the model are situated
within feminist and queer theoretical perspectives, these perspectives articulate
concerns—such as power, representation, and inclusion—that are already central
to participatory design [52]. As such, the studies function as a critical lens through
which the connection between Al-generated personas and PD can be examined
more explicitly. Read through this lens, Al-generated synthetic personas should not
be treated as new “participants,” but materials for inquiry whose use must remain
accountable to PD’s value traditions and approached as part of reflective design
practices [53].

Within PD (and HCI) debates on proxies and representational devices, personas
have always been double-edged: useful for communication and alignment, yet
vulnerable to essentialization and stereotyping [54-58]. We position LLM-
generated personas as provocative boundary objects [59]—closer to
provotypes/critical artifacts than to user stand-ins. In short: the synthetic personas
stage claims to be contested, not voices to be ventriloquized. This aligns their use
with traditions of using speculative and critical design as a way to unsettle
assumptions [60—62], provided the goal is not substitution of user involvement.

Turing’s [63] Imitation Game grounded machine intelligence in the production of
believable linguistic performance. While this reframing pragmatically sidestepped
philosophical debates about whether machines really think, contemporary large
language models expose a corresponding vulnerability: believability becomes
decoupled from understanding, accountability, and lived experience. What functioned
as a methodological convenience in Turing’s formulation becomes a methodological
hazard if LLM-generated and -enacted personas are treated as substitutes for
participants. The success criterion of the Turing Test, i.e. indistinguishability in
dialogue, risks being misinterpreted as evidence of semantic competence or experiential
grounding. With the Chinese Room thought experiment, Searle [64] argued that
simulations of behavioural coherence does not entail understanding, and similarly
Bender et al. [44] caution that large language models generate plausible language
through statistical patterning rather than situated meaning, naming them “stochastic
parrots”. In PD, where lived experience and situated knowledge are epistemically
central, equating believability with veridical understanding in synthetic personas
commits a category error. Scalable imitation thus transforms from a test of performance
into a structural risk: the more convincing synthetic personas become, the easier it is to
over-attribute understanding and inadvertently displace the very voices PD seeks to
foreground.

As Fischer [65] argues, focus should not be on “Al versus humans” but “Al and
humans™: the aim is to shift from ideas of substitution through automation to
augmentation that extends human capabilities. Realizing this shift, however,
requires careful attention to pitfalls including over-reliance, deskilling, and limited
digital literacy, which can undercut the very empowerment that an “Al and
humans” approach promises. Accordingly, we included explicit risk and mitigation
measures, such as participant care and boundary conditions for persona use, so that
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synthetic personas remain adjuncts as dialogue-opening and sense-making aids, not
surrogates.

The paper then contributes to emerging conversations on PD with and for
GenAl. Much PD-for-Al work focuses on involving publics and stakeholders in
shaping datasets, model goals, and evaluation protocols [20-23]; conversely, recent
practices experiments with AI-in-PD as supportive tools [19, 24-28, 30]. As noted
by Bratteteig and Verne [22], the introduction of Al in PD processes in combination
with the unpredictable behaviour of Al technologies, can fundamentally challenge
the PD value of user control and empowerment. Our layered model (values — care
practices — instruments) integrates these strands: it makes explicit that any Al
introduced into PD must itself be subject to PD’s validation ethos, and that insights
from use should flow back to refine practices and sometimes values. By articulating
how PD can govern the role of Al-generated and -enacted synthetic personas, we
aim to counter some of the insecurities rooted e.g. in the rapid changes and
unpredictability in GenAlI technologies by encouraging continued awareness of the
relationship between Al and PD.

Taken together, the contribution is a new conceptual framework with a PD-
consistent positioning: synthetic personas are governed adjuncts that can help
organize critique and broaden perspective when co-created/validated, transparently
framed, and should be followed by participation with those affected. This extends
PD’s repertoire for engaging GenAl while reaffirming PD’s central claim: people,
not proxies, are the locus of legitimacy.

7 Conclusion

In this paper we argued for a coupled path between PD and GenAlI: PD surfaces bias
through lived experience, motivates the careful use of Al-supported co-creation
(e.g., enacted synthetic personas), and in turn designs and validates those very tools.
Synthesizing lessons learned from four studies [41, 45, 46], we illustrated that AI-
generated synthetic personas can productively widen perspective but should be
treated as dialogue-openers, not as replacements for people. We introduce a non-
substitution principle, identified bias and believability as core hazards, and specified
care practices that should be embedded in the design, evaluation, and use of AI-
generated synthetic personas. Our bidirectional, layered model propose how use of
instruments and practices should be ground in PD values, but also how learning can
flow back from the use of instruments to align the practices and values of PD as a
way to continuously position PD as both shaper and steward of GenAlI in design.
Future work, however, is needed to operationalize these strategies in longitudinal,
cross-context deployments and developing mixed qualitative—quantitative
evaluations that keep legitimacy anchored in those affected.
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7.1 Limitations

The four empirical studies informing the proposed model were situated within
Feminist and Queer HCI contexts, which foreground questions of identity,
representation, and bias. While these concerns align with PD’s commitments to the
representation and empowerment of marginalized voices, future work could
explore the model in a wider range of PD contexts to futher examine how AI-
generated personas function across different design settings.

In addition, all four studies informing the model have been completed; two are
currently in manuscript preparation, with publications forthcoming that will report
their findings in full.
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