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Abstract. Artificial Intelligence (AI) is increasingly embedded in civic 
technologies, including e-participation tools and platforms designed to 
support democratic deliberation. Yet, while a growing “participatory turn” in 
AI design (Delgado et al., 2023) promotes stakeholder engagement, 
participation is often enacted as a discrete format or early-stage aspiration 
rather than as a sustained process embedded across the lifecycle of AI systems. 
This paper examines how Participatory Design (PD) operates as a socio-
technical mediation mechanism in the development of AI-enhanced e-
participation tools and platforms. Drawing on the Horizon Europe project 
ORBIS and its six deliberative pilots, the study builds on Delgado et al.’s (2023) 
four analytical dimensions—goals, scope, participants, and methods—to 
elaborate an intermediate theoretical account of how PD structures 
negotiation between differentiated deliberative practices and AI 
configurations over time. The findings show that AI-enhanced deliberation 
becomes democratically meaningful not through technological optimisation 
alone, but through sustained mediation that aligns civic practices with 
evolving technological affordances under institutional constraints and 
deliberative needs. The paper contributes a structured account of PD as a 
longitudinal socio-technical mediation process for developing AI-enhanced 
civic technologies beyond isolated engagement interventions. 

Keywords: AI, E-participation, Co-design, Deliberative Democracy, AI-
enhanced deliberation. 

1   Introduction 

Artificial Intelligence (AI) is increasingly embedded in digital systems designed to 
mediate interaction between citizens and public institutions. These systems—often 
referred to as civic technologies—include e-participation platforms and tools that 
support public consultation, deliberation, participatory budgeting, and policy 
dialogue [1, 2]. Within this broader category, AI-enhanced e-participation tools aim 
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to process large volumes of input, cluster arguments, generate summaries, and 
structure debate, addressing long-standing challenges of scale and coordination in 
democratic deliberation [3, 4]. Yet, the integration of AI into civic technologies 
raises persistent concerns about inclusiveness, explainability, accountability, and 
institutional uptake [5–7]. Without mechanisms ensuring that AI-mediated 
contributions meaningfully influence decision-making, digital participation risks 
remaining symbolic rather than transformative. Moreover, barriers such as digital 
literacy gaps, infrastructural inequalities, and trust deficits continue to limit 
effective engagement [8]. 

At the same time, there is growing demand for more effective participation 
through democratic and inclusive dialogues [9–11], able to provide citizens with 
avenues and resources to voice their opinions and propose ideas [12]. Over recent 
decades, public participation has become a central strategy for governments seeking 
to enhance the legitimacy, trust, and transparency of decision-making [13, 14]. E-
participation platforms and civic technologies are increasingly leveraged to 
streamline interactions between government and society [15–18], with the dual aim 
of improving the effectiveness of policies by strengthening public engagement [19, 
20].  

Despite these advances, many e-participation initiatives have failed to meet 
expectations or achieve their intended democratic outcomes [21], leading to 
criticisms for limited success in engaging underrepresented groups [22, 23], low user 
participation [24–27], and persistent digital divides that exclude citizens lacking 
digital skills or access [28, 29]. Against this backdrop, the design research 
community has turned renewed attention to Participatory Design (PD) as a means 
of shaping AI technologies in line with democratic values.  

Delgado et al. [30] describe this as a ‘participatory turn’ in AI design, increasingly 
inviting stakeholders into design and governance processes. Yet, their analysis 
shows participation is still unevenly enacted: some initiatives restrict involvement 
to labeling data or validating models, while others experiment with deeper forms of 
co-creation and power-sharing. The challenge therefore extends beyond involving 
diverse publics. It concerns ensuring that participatory processes translate into 
socio-technical arrangements where stakeholder voices tangibly influence and 
meaningfully shape how AI systems are designed, deployed, and governed. Scholars 
argue that AI requires a multilevel socio-technical approach, where technology is 
inseparable from its institutional, political, and cultural embedding [31, 32]. This 
need is captured by Maas and Moreno Inglés [33], who introduce the notion of 
‘participation teeth’, emphasizing that meaningful participatory AI depends on 
institutional and economic arrangements capable of reducing the arbitrariness of 
developers’ power and redistributing control toward stakeholders. 

In light of these debates, this paper examines how PD can inform the design and 
implementation of AI-enhanced e-participation tools and platforms. Here, civic 

Interaction Design and Architecture(s) Journal - IxD&A, N.68, 2026, pp. 77 - 108 
DOI: 10.55612/s-5002-068-003

78



technologies are understood as digital infrastructures that mediate interaction 
between people and public institutions, including e-participation platforms 
designed to support participation in different ways. We address this question 
through the experience conducted in the Horizon Europe project ORBIS (GA: 
101094765) and its six pilot cases, which brought together organizations running 
deliberative initiatives, their communities, and developers to co-design and test AI 
functionalities for AI-enhanced deliberation. Rather than positioning participation 
as a preliminary consultation stage, ORBIS embedded PD throughout the project 
lifecycle, including the integration of AI components into ongoing deliberative 
practices and their iterative refining in collaboration with diverse stakeholders. This 
approach enabled real-world observation of how technological configuration and 
civic processes co-evolved. 

2   Theoretical background 

2.1   Criticalities in AI and Democratic Deliberation 

AI is increasingly adopted for smoothing citizens’ interaction with democratic 
institutions. Tools for argument mining, discourse clustering, summarization, and 
visualization have been tested to process large-scale citizen input in participatory 
budgeting, online petitions, and public consultations [3, 34, 35]. Yet, although these 
systems promise efficiency and scalability, they also risk exacerbating existing 
biases, especially if deployed without attention to inclusivity and accountability [5, 
7, 36, 37]. Algorithmic systems in the public sector have already produced examples 
of exclusion and harm, such as biased welfare allocation or opaque automated 
decision-making [38, 39]. Based on such examples, scholars warn that without 
mechanisms in place to ensure explainability and contestability, such tools may 
erode rather than strengthen democratic legitimacy [5, 40]. These critiques 
underscore the need to design AI-enhanced tools and platforms not only for 
technical efficiency but for ensuring adherence with democratic values and overall 
accountability. 

2.2. The Participatory Turn in AI Design 

In response to such concerns, the literature has deeply vetted pros and cons of 
participatory approaches to AI design. Delgado et al. [30] conceptualize this 
‘participatory turn' through four dimensions: goals (why participation is needed), 
scope (what is open to negotiation), participants (who is involved), and methods 
(how participation is enacted). This study also frames the diversity and unevenness 

Interaction Design and Architecture(s) Journal - IxD&A, N.68, 2026, pp. 77 - 108 
DOI: 10.55612/s-5002-068-003

79



of current practices. As a result, different schools of thought—ranging from user-
centered design to co-creation, value-sensitive design, and deliberative 
democracy—are now converging in AI research, but also by exposing persistent 
risks. While many initiatives treat participation instrumentally—aimed at 
improving system accuracy or usability—only a minority pursue its intrinsic 
democratic value, grounding participation in the right of affected communities to 
inform and thus shape technologies that govern their lives [30, 41]. Arnstein’s [42] 
ladder of participation remains a key reference: only higher rungs, associated with 
stakeholder power and control, can realize the emancipatory promise of 
participatory AI [43]. 

However, critics warn that current practices too often remain superficial. 
Participation-washing—in which consultation is used to legitimize pre-defined 
agendas—risks reproducing colonial and corporate power structures [43, 44]. 
Himmelreich [45] has even questioned whether participatory AI rests on weak 
normative grounds, arguing that its costs may outweigh its benefits. 
Counterarguments emphasize that AI’s deep entanglement with social systems 
creates coercive effects that justify democratic oversight [33, 46]. 

2.3. Socio-Technical Perspectives and Power Asymmetries 

The literature increasingly stresses the need to move beyond narrow and isolated 
participatory exercises toward socio-technical approaches that acknowledge how 
AI is embedded in border structures [31, 32]. Within this discourse, Maas and 
Moreno Inglés [33] argue that participatory AI should address two mostly neglected 
dimensions: (1) the legal-institutional arrangements for ensuring that participation 
has binding consequence and operationalize, and (2) the political economy of AI 
production, which tends to concentrate power in a few corporate actors [47, 48]. 
Without tackling such structural asymmetries, participation risks remaining at the 
developers’ discretion—what Pettit [49] terms ‘arbitrary power’, where 
participation depends on the discretionary goodwill of decision-makers rather than 
on institutional guarantees. For civic technologies, this implies that co-design 
cannot be limited to collecting user input, but should rather consider how 
institutions adopt and operationalize citizen contributions [50, 51]. Deliberative 
democracy theory emphasizes that empowerment is not achieved merely by 
granting citizens a voice, but by ensuring that their contributions exert genuine 
influence over collective decisions [52]. In e-participation, this implies designing 
AI-enhanced tools that facilitate feedback loops, institutional accountability, and 
systemic uptake. 
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2.4. Current Directions of PD for AI 

Lastly, a relevant stream of literature highlights the experimentations between PD 
and AI technologies. Muller and Liao [53] discuss how participatory design fictions 
can foster ethical reflection among both communities and developers; Donia and 
Shaw [54] emphasize reciprocal knowledge exchange in co-designing ethical AI; 
and Fernández-Martínez et al. [55] propose combining collective intelligence and 
AI in co-designed participatory tools to strengthen these reciprocal processes. More 
recently, novel co-creation formats such as the “prompt-a-thon” have been explored 
to integrate generative AI into participatory design practices [56], while citizen 
science approaches are being mobilized to co-create and evaluate democratic AI 
solutions [57]. At the same time, critical perspectives caution that participation 
alone cannot serve as a design remedy for the limitations of machine learning and 
AI, but require to be embedded within structural conditions that prevent superficial 
engagement or extractive dynamics [44].  

The existing scholarship documents a wide range of participatory formats, co-
creation practices, and reciprocal exchanges in AI design. The debates indicate that 
PD for AI should not be conceived as a site of technical problem-solving and 
refinement, but as a setting for learning as a two-way process: participants and 
communities gain literacy about the affordances and limitations of AI technologies, 
while designers and developers gain insight into the social practices, values, and 
institutional constraints that shape responsible deployment. This learning is 
typically described as an implicit outcome of participatory practices rather than 
conceptualized as emerging from specific socio-technical configurations. This view 
resonates with the Scandinavian PD tradition, which emphasizes organizational 
learning and the renegotiation of expertise [51, 58]. However, its application to AI-
mediated civic technologies remains empirically fragmented and theoretically 
underdeveloped.  

2.5   Research Gap and Research Question 

Despite the expanding literature on PD for AI, several gaps remain. First, most 
studies focus on isolated engagement practices, overlooking how PD operates as an 
ongoing organizational and infrastructural practice within AI-enhanced civic 
technologies [33], rather than across the lifecycle of AI-enhanced civic 
infrastructures development. Second, while the participatory turn in AI design has 
clarified goals, scope, participants, and methods [30], it has paid less attention to 
how participatory insights are institutionally taken up and embedded in long-term 
programs and how this embedding reshapes both technological architectures and 
deliberative routines. Third, while the literature documents PD practices and 
instances of reciprocal exchange, it does not conceptualize PD as a socio-technical 
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mediation process that operates longitudinally between communities, public-sector 
organizations, and AI developers. As a result, the field lacks an intermediate 
theoretical account of how PD can unfold for AI-enhanced deliberation beyond 
isolated participatory interventions. 

This paper addresses this gap by asking: How does Participatory Design operate 
as a socio-technical mediation mechanism between differentiated deliberative 
practices and AI affordances in the development of AI-enhanced civic technologies? 

3   Methodology 

To answer this question, we propose an intermediate theoretical account of PD as a 
socio-technical mediation mechanism. Building upon Delgado et al.’s [30] analytical 
dimensions of the participatory turn—goals, scope, participants, and methods—as a 
structured framework for examining how participation is configured in AI design. 
Their framework provides a clear set of parameters for articulating why 
participation is undertaken, what is open to negotiation, who is involved, and how 
participation unfolds. In this paper, we adopt these dimensions as analytical anchors 
and extend them to the specific context of AI-enhanced deliberation, where AI 
systems actively mediate interaction, representation, and sensemaking. This paper 
adopts Delgado et al.’s [30] dimensions not as evaluative categories, but as analytical 
entry points to reconceptualize how PD acts as a mediation process. In doing so, we 
move from describing participation along a spectrum of agency to explaining how 
participatory configurations are negotiated, recalibrated, and embedded in AI-
enhanced civic technologies. 

The proposed account conceptualizes PD supports the design and development 
of AI-enhanced deliberation tools and platforms through dynamic mediation 
configurations across four interrelated intersections. 

• Why is participation needed? → Goals × Deliberative Purpose 
Participation goals in AI-enhanced deliberation are not homogeneous but 
articulated through differentiated deliberative purposes—such as collective 
contribution, spontaneous discussion, informed decision-making, or 
strategic planning. Each purpose generates distinct socio-technical 
demands on AI systems, ranging from aggregation affordances and 
clustering capabilities to infrastructural flexibility, traceability, and 
institutional translation capacity. PD operates as the mediation space in 
which these purposes are made explicit and translated into AI design 
orientations. 

• What is on the table? → Scope × AI Configuration.  
Through PD, the configuration of AI components can expand what 
becomes negotiable within deliberative processes. In AI-enhanced 
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deliberation, this may range from specific AI functions to interface design, 
reporting formats, and pathways for policy translation. AI configuration 
can, in turn, expand what becomes negotiable within deliberative 
processes, reshaping not only technical components but also the boundaries 
of deliberation itself—what can be expressed, aggregated, visualized, and 
acted upon. 

• Who is involved? → Participants × Role Reconfiguration.  
PD for AI-enhanced deliberation reconfigures roles within deliberative 
processes. Different actors contribute distinct forms of expertise: 
deliberative practitioners bring situated knowledge of deliberative 
practices and community dynamics; developers contribute technical 
specifications and architectural constraints; designers mediate between 
civic and computational logics across different design phases; institutional 
actors provide insight into embedding, adoption, and potential scaling. 
Participation thus becomes the structured setting in which these 
heterogeneous forms of knowledge are surfaced, aligned, negotiated, and 
partially redistributed. 

• What form does stakeholder participation take? → Methods × Iterative 
Evolution.  
PD unfolds as an iterative process rather than a discrete event. Workshops 
surface needs and generate initial prototypes, up to their validation. 
Prototypes produce frictions—such as adoption challenges, infrastructural 
constraints, or institutional misalignments—that trigger modification and 
recalibration of both AI-enhanced tools and deliberative practices. PD 
operates as the mechanism through which AI-enhanced e-participation is 
continuously adjusted in response to contextual demands.  

Across these intersections, PD is conceptualized as a structured, multilayered socio-
technical mediation process that aligns differentiated deliberative purposes with AI 
affordances and institutional conditions over time. This intermediate theoretical 
account provides an analytical lens through which the development of AI-enhanced 
deliberation can be examined beyond isolated participatory interventions. 
Methodologically, the study builds on the Scandinavian Participatory Design 
tradition, emphasizing stakeholder empowerment, iterative engagement, and the 
analysis of socio-technical arrangements [59, 50, 51]. 

3.1 Empirical setting: The ORBIS Project 

The empirical study was conducted within the Horizon Europe project ORBIS, 
which developed and piloted four AI-enhanced components—Argument Mining, 
Feedback Aggregation, Explanation Generator, and Policy Recommendation—
integrated into three e-participation platforms. These components collectively 
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formed the ORBIS Toolkit1 and were iteratively co-designed and tested in real-
world deliberative settings. The experimentation took place on three platforms:  
• PolisOrbis (polisorbis.copernicani.it), built on the open-source Pol.is engine, 

designed for large-scale participation,  visualizes emerging opinion clusters in 
real-time.  

• BCause (bcause.app) focuses on structured discussions, organized into pro and 
con positions, visualized through timelines and argument trees; it also generates 
summaries and identifies key insights that advance discussions. 

• Democratic Reflection (democratic-reflection.web.app) harnesses real-time 
audience feedback over live or video recorded events, using visual analytics to 
provide insights on the audience position against the ongoing discussion. 

 
Since its outset, the research involved five organizations running six democratic 
engagement experiments across different scales and domains ( 
Fig. 1). These pilots provided heterogeneous deliberative contexts—ranging from 
structured policy-oriented processes to more spontaneous community-based 
discussions—within which AI-enhanced tools were co-designed, adapted, and 
embedded. This diversity offered a valuable comparative setting for examining how 
PD mediated between differentiated deliberative purposes and AI affordances across 
institutional environments.  

 
 

 
 

Fig. 1. ORBIS’s six pilots (P) and their features 

 
1 For a detailed technical description of the ORBIS Toolkit and how co-design informed each 

component respectively see Anastasiou et al. [60] and Mariani et al. [61].  
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3.2 Co-Design as Distributed Mediation Infrastructure 

In ORBIS, co-design followed a structured engagement methodology developed in 
a dedicated track for requirements elicitation and co-design of solution. Co-design 
did not operate as a discrete sequence of workshops but as a distributed and 
longitudinal mediation infrastructure embedded throughout the project lifecycle. 
Deliberative needs and initial requirements were structured through formal 
workshop cycles, yet the shaping of AI-enhanced deliberation tools unfolded 
continuously across coordination, technical, and pilot meetings (Fig. 2). Throughout 
the project, three main actor groups were engaged at different stages: (i) citizens and 
community representatives, (ii) civic society and public-sector organizations 
running initiatives of deliberation, (iii) AI developers and design researchers. 

 

 

Fig. 2. Timeline of PD in ORBIS as co-design and mediation activities across the project 
lifecycle—36 months as 9 quarters (Q). 

 
Two main workshop cycles (July–October 2023; April–May 2024) articulated 

deliberative purposes, identified user requirements, and explored AI configurations 
(Figure 3). Their timing aligned with the development trajectory of AI components, 
allowing initial elicitation before implementation and refinement after prototype 
testing. Thirty-five participants from pilot organizations and their communities 
engaged in the first cycle, fifteen in the second, alongside six to eight consortium 
members. Participants were recruited through pilot networks. Workshops were 
facilitated by the coordination team (Politecnico di Milano and Open University), 
composed of design researchers specializing in AI and deliberation. Sessions 
combined structured framing of deliberative objectives and AI components, 
collaborative mapping of practices and challenges, elicitation of needs (e.g., 
Mentimeter polling), and collective synthesis. Miro boards supported stakeholder 
mapping, articulation of deliberative practices, scaling considerations, and 
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requirement prioritization, externalizing tacit workflows and identifying insertion 
points for AI functionalities. 

Two main workshop cycles (July–October 2023; April–May 2024) articulated 
deliberative purposes, identified user requirements, and explored AI configurations 
(Fig. 3). Their timing aligned with the development trajectory of AI components, 
allowing initial elicitation before implementation and refinement after prototype 
testing. Thirty-five participants from pilot organizations and their communities 
engaged in the first cycle, fifteen in the second, alongside six to eight consortium 
members. Participants were recruited through pilot networks. Workshops were 
facilitated by the coordination team (Politecnico di Milano and Open University), 
composed of design researchers specialising in AI and deliberation. Sessions 
combined structured framing of deliberative objectives and AI components, 
collaborative mapping of practices and challenges, elicitation of needs (e.g., 
Mentimeter polling), and collective synthesis. Miro boards supported stakeholder 
mapping, articulation of deliberative practices, scaling considerations, and 
requirement prioritisation, externalising tacit workflows and identifying insertion 
points for AI functionalities. 

 

 
Fig. 3. Structure of the two main workshop cycles: interactions and outputs. 

 
Co-design was supported by shared tools and collaborative boards that structured 

mediation across phases. The first workshop cycle combined mapping exercises: 
reflection on current practices using the live polling Mentimeter; collaborative 
mapping of challenges and aspirations (Miro boards; approx. 30 entries per 
workshop); technology demonstrations (short demos of platforms); “Magic wand” 
and “fill in the blanks” exercises to elicit explicit needs, fears, and expectations. The 
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second series used collective boards for user journey reconstruction, scenario 
prototyping, and requirement prioritisation exercises.  Additional collaborative 
tools were used along the project—eg: collaborative Miro boards for stakeholder 
mapping, articulation of deliberative practices, identification of scaling directions 
(Fig. 4), and clustering of challenges and aspirations.  
 

 

Fig. 4. Example of pilot activity mapping and AI integration points. 

 
Following initial workshops, structured Excel templates supported co-creation and 
coordination, operating as longitudinal mediation infrastructures. Two artefacts as 
shared google sheets were central: Implementation Plans (Appendix II) used to 
design and iteratively revise deliberative stages, target audiences, AI functionalities, 
and expected outputs; and Pilot Diaries (Appendix III), completed after deliberative 
activities to document participation dynamics, inclusion efforts, AI inclusion and 
reception, and procedural adjustments. Beyond documentation and data collection, 
the diaries activated reflexive practices within pilot organisations, encouraging 
critical assessment of deliberative evolution over time.  

In parallel, AI development evolved through recurrent biweekly meetings with 
multiple cross-domain representatives—between Feb 2023 and Jan 2026: 60 pilot 
coordination meetings engaging 10 organisations; 38 technical meetings with 6 
organisations; 34 pilot–technical alignment meetings with 6 pilots and at least 2 
representatives. These meetings functioned as mediation spaces in which 
deliberative goals were translated into technical specifications, interpretability 
challenges and infrastructural constraints were debated, and adjustments 
negotiated. Frictions—such as emergent registration barriers, opaque AI outputs, or 
policy translation limits—triggered iterative revision and implementation of 

DELIBERATIVE
JOURNEY

Interaction Design and Architecture(s) Journal - IxD&A, N.68, 2026, pp. 77 - 108 
DOI: 10.55612/s-5002-068-003

87



components including Argument Mining, Feedback Aggregation, Explanation 
Generator, and Policy Recommendation. 

Through this distributed configuration of workshops, artefacts, and recurrent 
meetings, co-design operated as a sustained socio-technical mediation process.  

3.3 Data collection from co-design moments 

Table 1 provides an overview of the main data sources used to gather data, the type 
of material collected, and their role in the analysis. Data was triangulated, allowing 
a comparison of insights from workshops, meetings, deliberative experiments, and 
project documentation. 

 

Table 1. Overview of data sources, their use and contribution in the analysis. 

Data source Time 
frame 

Engagement Data Collected Contribution against account 
dimensions 

Preliminary 
case study 
analysis of 6 
pilots 

Jan–Mar 
2023  

Pilot organisations; 
debate facilitators; 
citizen/community 
representatives 

4,400 words (written 
materials) + 5,400 words 
(presentation transcripts). 
Profiles of objectives, 
democratic attitudes, 
deliberative practices, 
interests, and scope 
(Appendix I). 

Identification of differentiated 
deliberative purposes and 
contextual needs (Goals 
dimension) 

Co-design 
workshops 
(multi-
stakeholder, 
online & in-
person) 

1st series 
of 6, July 
2023 

35 participants 
across pilots, with 
communities 
members and 
facilitators 

6 workshops (2h each); 
Miro boards; Mentimeter 
polling; observation 
notes. Mapping of 
practices, roles, 
challenges. 

Articulation of deliberative 
purposes; translation into 
initial user requirements; 
expansion of negotiable scope 
(Goals × Scope) 

Oct 2023 26 participants from 
the consortium 

Half-day prioritisation 
and refinement of user 
requirements and AI 
functionalities; 
observation notes. 

Alignment between 
deliberative needs and AI 
configuration decisions (Scope 
× AI Configuration) 

2nd series 
of 9, 
Apr–May 
2024 

6 pilot-specific with 
15 participants + 3 
follow-up with 
consortium 
members 

User scenarios; refined 
requirements; 
deliberative alignment; 
scaling trajectories; 
technological options; 
researcher notes. 

Refinement of mediation 
configurations; integration of 
institutional embedding 
considerations (Scope × 
Participants) 
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Observations of 
biweekly 
meetings 

Feb 2023-
Jan 2026 
(60 
meetings)  

WP leaders, 
including pilot 
organisations; 
consortium cross-
domain experts 

1.5h meetings; 
observation notes and 
minutes documenting 
deliberative updates and 
AI tool adaptation. 

Longitudinal tracing of 
mediation episodes; review of 
AI tools in response to practice 
(Methods × Iterative 
Evolution) 

Biweekly 
meetings with 
developers 

June 
2024-Jan 
2026 (38 
meetings)  

Tech-experts; AI 
developers; 
designers; 
coordination team 

1h discussions each; 
observation notes on 
refinement of AM, FA, 
EG, PR; usability, ethics, 
platform 
implementation. 

Negotiation between technical 
affordances and deliberative 
constraints (Scope × 
Participants) 

Biweekly 
meetings with 
pilots 

June 
2024-Jan 
2026 (34 
meetings) 

Pilots organisation 
and facilitators; 
coordination team; 
Tech representatives 

1h meetings; observation 
notes on implementation 
progress and AI 
integration into 
deliberative activities, 
and unmet needs. 

Documentation of role 
reconfiguration and 
adjustment of deliberative 
workflows (Participants × 
Methods) 

Project  
documentation 

Continuo
us 

Consortium-wide Supplemented primary 
data (Appendix III); 
documentation of 
iterative development 
(Appendix II). 

Material evidence of iterative 
calibration and institutional 
embedding across pilots 

 
These heterogeneous materials were triangulated to construct a unified dataset 
capturing the evolution of AI-enhanced deliberation tools and associated 
deliberative practices over time. Triangulation also included materials produced 
during the co-design process, such as MIRO boards and Excel sheets containing (i) 
implementation plans of pilots’ deliberative experiments (Appendix II) and (ii) pilot 
diaries with pilots’ reflections (Appendix III). Additional sources included project 
deliverables, reports, and field notes. All these materials were consolidated, cross-
checked, and validated to build a unified dataset for analysis. 

3.4 Data analysis stages 

Given the study’s conceptual framing of PD as a socio-technical mediation 
mechanism (Section 2.5), the unit of analysis was defined as mediation episodes—
instances in which deliberative purposes, AI affordances, and institutional 
constraints were explicitly negotiated, recalibrated, or reconfigured. Such episodes 
were identified across workshop interactions, technical discussions, 
implementation meetings, and artefact revisions. Analysis proceeded in three stages. 
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Stage 1: Within-case analysis. Each pilot was examined independently as a case to 
reconstruct:  

• deliberative purposes and expectations; 
• user requirements emerging from workshops and meetings; 
• AI functionalities prioritised, modified, or contested; 
• observed frictions (e.g., interpretability challenges, infrastructural 

constraints, institutional misalignments); 
• adjustments in roles, workflows, or implementation strategies. 

The result is a detailed view of how co-design unfolded in each deliberative 
context. 
 
Stage 2: Cross-Case Synthesis. Findings from individual pilots were compared to 
identify recurring patterns and context-specific variations. Particular attention was 
given to how different deliberative purposes generated differentiated demands on 
AI configuration and how these were addressed—or remained partially 
unresolved—across pilots operating at different scales and institutional settings.  
 
Stage 3: Theory-guided coding. To connect empirical observations to the proposed 
intermediate theoretical account, coding was structured around the four analytical 
intersections introduced in Section 2.5: 

• Goals × Deliberative Purposes (how differentiated deliberative aims shaped 
AI expectations); 

• Scope × AI Configuration (what became negotiable in relation to AI 
functions and interfaces); 

• Participants × Role Reconfiguration (how actor roles shifted across 
mediation processes); 

• Methods × Iterative Evolution (how workshops, meetings, and 
implementation cycles enabled revision and recalibration over time). 

Coding moved iteratively between descriptive categories (e.g., clustering needs, 
reporting requirements, access barriers) and analytical constructs (e.g., mediation, 
friction, recalibration, institutional embedding, mutual learning). This abductive 
approach allowed empirical material to inform and refine the conceptual account. 

4  Findings: PD as Socio-Technical Mediation in AI-Enhanced 
Deliberation 

The findings below are the result of the theory-guided coding stage described above. 
Through a cross-pilot analysis, they explore how PD functions as the mediating 
mechanism across the four interrelated intersections of goals, scope, participants, 
and methods. 
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4.1 Goals × Deliberative Purposes. Insights on deliberative attitudes and needs 

Across the six pilots, participation was articulated through differentiated and 
heterogeneous deliberative purposes that co-design made explicit and operational. 
Early workshop mapping revealed that what ‘participation' means varies 
significantly: some pilots seek structured policy input, others aim at open civic 
dialogue, while others focus on building long-term strategic influence. This 
produced seven inductive clusters of how pilots and their communities expect 
participation to occur and support deliberative purposes—summarize in Fig. 5. 
 

 

Fig. 5. Clusters of deliberative purposes and related needs, and their relation to ORBIS pilots 
(P) as a result of the first series of co-design workshops 

 
These findings became analytical anchors to structure functional and interactional 
requirements for AI-enhanced deliberation across pilots. Cross-pilot comparison 
resulted in their consolidation into five structured needs that capture recurring 
patterns of deliberative needs and expectations, functioning as structured pathways 
for aligning civic expectations with AI affordances, thus guiding AI development: 

• Support transitions from open dialogue to reflective deliberation, in both 
spontaneous and structured settings. 

• Collective contribution at scale, requiring mechanisms for aggregating and 
synthesising large volumes of input without erasing diversity. 

• Evidence-informed decision-making, supported by summaries, argument 
mapping, clustering, and visualisation. 

• Accountability and traceability, enabling participants to follow how 
contributions evolve into outputs and recommendations. 
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• Strategic planning and policy conversion, as support in translating 
deliberation into institutional influence, equally relevant for pilots 
operating at different governance levels. 

Policy-oriented pilots (P1, P3) framed participation primarily in terms of 
accountability and institutional impact. Their deliberative purpose goes beyond 
discussion, aiming at generating outputs that could feed into policy debates. In line 
with research on e-participation legitimacy [62, 63], this translated into demands 
for traceability: participants wanted to see how contributions moved from 
discussion to recommendation. In one pilot, organisers explicitly expressed concern 
that without visible linkage between debate and policy output, the process would 
be perceived as symbolic. This demand directly shaped the redesign of the Policy 
Recommendation component into an interactive output linked to underlying 
contributions. 

Local pilots (P5, P6) prioritized ease of access, local language interfaces, and the 
ability to blend in-person and digital contributions seamlessly, consistent with 
earlier findings on community-driven participation [22, 27]. As community-rooted, 
P5 prioritised spontaneous exchange and relational engagement rather than 
formalised decision-making. Organisers highlighted that participants valued 
informal expression and narrative storytelling. When early AI outputs appeared 
overly structured, concerns emerged that the platform might prematurely 
“discipline” discussion. Co-design mediated this tension by recalibrating user 
journeys, integrating transcript capture for hybrid sessions, and softening structured 
interfaces to preserve openness while enabling later aggregation. 

Complementarity, global-scale pilots (P2, P4) feature deliberative purposes that 
involve aggregating dispersed inputs across time, geographies, and even publics. 
Here, scale introduced specific challenges: large input volumes risked flattening 
diversity and nuances of perspectives. While benefitting from clustering to 
aggregate contributions, these pilots revealed anxiety that minority perspectives 
might disappear within clusters. As a result, explainability and visualisation features 
were treated not as optional add-ons but as safeguards for pluralism. 

Across contexts, inclusiveness emerged as a cross-cutting goal, yet its meaning 
varied. O6 as a rural pilot flagged infrastructural barriers: mobile incompatibility 
and registration complexity limited participation from new farmers. In youth-
focused settings as in P2 and P4, participants were enthusiastic but required 
additional facilitation to translate informal exchanges into AI-processable inputs. 
Then, all pilots stressed that inclusion cannot be equated with more volume of 
inputs: it requires curating and elevating substantive contributions, mitigating the 
risks of biased or skewed perspectives while fostering informed participation [9, 28]. 

A recurring cross-pilot concern regarded the deliberative weight of 
contributions. While all voices were considered legitimate, organisers repeatedly 
questioned whether all inputs carried equal argumentative value. Particularly in 
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large-scale discussions, participants worried that clustering and aggregation 
mechanisms might treat loosely formulated comments and carefully argued 
contributions as equivalent units. As one pilot noted during a coordination meeting, 
the challenge was to remain open and plural without allowing discussion to dissolve 
into noise. This tension points to a central dilemma of AI-enhanced deliberation: 
how to combine inclusiveness with epistemic quality. Pilots described this as a 
delicate balance to achieve—deliberation should remain open and accessible, yet 
also coherent and productive. In this sense, AI-supported aggregation required not 
only technical optimisation but careful calibration of how arguments are grouped, 
summarized, and visualized. This concern aligns with discussions on curated 
knowledge exchange (Christiansson et al., 2024), which emphasize that democratic 
deliberation depends not simply on volume of input but on meaningful structuring 
of contributions. It further echoes prior analyses cautioning that participatory 
platforms risk losing legitimacy either by over-restricting participation or by 
allowing unstructured contributions to undermine deliberative quality [23, 64]. 

Within ORBIS, co-design functioned as where these tensions were negotiated. 
Rather than automating filtration, researchers, developers and pilots opted for 
moderation strategies, explainability layers, and interface adjustments that could 
preserve plurality while enhancing interpretive clarity. In this way, PD mediated 
between inclusiveness and epistemic structuring, making explicit the trade-offs 
involved in AI-supported deliberation. It also revealed structural limits: while 
collective contribution and structured dialogue were effectively supported by 
aggregation tools, strategic planning and institutional influence required substantial 
human interpretation beyond AI-generated outputs. Overall, PD operated not just 
as a guarantee of alignment, but as a mechanism for negotiating the degree and 
conditions under which AI affordances could meaningfully support varied 
deliberative practice. 

4.2 Scope × AI Configuration. Informing e-participation platform and AI-enhanced 
tools 

If Section 4.1 showed what pilots expected AI-enhanced participation to achieve, 
this section examines how those expectations translated into a shifting scope of co-
design. Scope refers to where and to what depth co-design could shape AI-enhanced 
tools and platforms—namely, which aspects of AI components, outputs, and 
integrations were open to reconfiguration, and how these boundaries evolved in 
response to pilot needs and implementation frictions. ORBIS introduces AI in e-
participation settings to address structural challenges of deliberative democracy, 
also confirmed across pilots: managing large volumes of input, structuring complex 
debates, enabling hybrid online–offline participation, and supporting traceable 
translation into policy recommendations. AI components became progressively 
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embedded within deliberative workflows, actively shaping interaction, aggregation, 
and output formation. Co-design therefore operated both on AI components and 
through them, as pilots encountered and responded to AI-mediated structuring 
effects.  

In early workshops, pilots articulated needs in experiential terms—’avoid 
dominance’, ‘make everyone visible’, 'ensure discussion leads somewhere’, ‘keep 
debates coherent’. Through co-design with HCI and AI developers, these were 
translated into concrete configuration questions: How should clustering group 
arguments? What counts as analyzable input? How should explanations be 
presented? How can summaries remain faithful to variety and nuances of positions? 

In parallel, community-rooted pilots such as P5 highlighted spontaneity and 
relational engagement as central, stressing how structured outputs initially risked 
constraining informal exchange. Additionally, both P5 (with participants of very 
diverse ages and digital literacy) and P6 (engaging farmers and agri-related SMEs) 
pointed out digital access barriers limiting participation. All pilots also highlighted 
the need to consider multi-step deliberations, sometimes mixing online and offline 
participation. Co-design led to interface adjustments softened rigid structuring, but 
most importantly to the introduction of transcript upload and integrated Argument 
Mining (AM) to process in-person sessions into digital workflows. What began as a 
feature request became an infrastructural extension of scope, allowing AI to operate 
across in-person and digital interactions. It thus responded to needs that had not 
been fully anticipated during early requirements elicitation.  

In policy-oriented pilots (P1, P3), scope expanded toward output legitimacy. 
Early Policy Recommendation PR outputs judged overly generic. Organisers 
insisted on visible grounding in participant inputs. PR was therefore retooled to link 
recommendations to argument clusters and underlying inputs as source 
contributions. Nonetheless, institutional actors still edited outputs prior to formal 
use, highlighting scope limits: AI could synthesize, not wholly replace, policy 
translation.  

The Explanation Generator most clearly shows how scope deepened through 
friction. The original Explanation Generator presented heatmaps of term relevance; 
P1, P2, P4 found these opaque: ‘scientific but detached from meaning’. The issue 
was not accuracy but interpretability. Iterative mediation shifted explainability 
from model transparency toward communicative intelligibility: The component 
was re-engineered to produce narrative explanations tying clusters to specific 
contributions. This is a clear case where friction drove a deeper epistemic 
reconfiguration rather than a cosmetic UI change. 

Multilingual affordances, repeatedly requested by local-focused pilots (P5, P6), 
remained only partially implemented due to technical and resource constraints. 
This exposed the bounded nature of participatory influence over AI architecture. 
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Platform-level adaptations emerged from these negotiations rather than 
predefinition. PolisOrbis refined polling and synthesis pathways to connect large-
scale opinion capture with possible actionable outputs. BCause refined stance-
sharing to balance structure and accessibility, and integrated transcript import to 
capture live deliberations and its structured processing integrating Argument 
Mining. Democratic Reflection developed complementary visual dashboards: one 
to assist moderators in identifying convergence and polarisation during live sessions, 
the others for participants to see how the audience is positioning against the ongoing 
discussion.   

Table 2 maps the deliberative alignment pathways identified in Section 4.1 to the 
clustered operational requirements articulated through co-design and the 
corresponding AI functionalities implemented across platforms. This mapping 
shows how deliberative purposes were progressively translated into configurable AI 
components. 

 

Table 2. Co-designed user requirements and their operationalization into Toolkit and 
platforms functionalities—adapted from Mariani et al. [61]. AM = Argument Mining; FA = 
Feedback Aggregator; EG = Explanation Generator; PR = Policy Recommendation. For more 
details see  Anastasiou et al. [60]. 

Deliberative 
Alignment 
Pathway  
(as section 4.1) 

Operational 
requirements 
(clustered) 

Support toward 
deliberative objectives to 
inform AI 

AI functionalities in ORBIS 

Collective 
contribution at 
scale 

Efficient 
brainstorming and 
idea management 

Maintain momentum by 
clustering and 
prioritizing ideas. 

FA extracts and clusters ideas; AM 
analyzes topics and interconnections 
among participants’ viewpoints. 

Real-time data 
analysis 

Track directions and 
detect polarizations. 

BCause and Democratic Reflection 
capture live inputs; AM + FA provide 
processed outputs for visualization of 
positions and diversity. 

Open dialogue & 
reflective 
deliberation 
 
 

Enhanced 
discussion 
management 

Structure complex 
debates by organizing 
opinions by topic and 
threads by stance 
(pro/against). 

BCause structures discussions in 
threads; Democratic Reflection analyses 
discourses with inputs from 
participants; AM + FA jointly extract, 
cluster, and summarize arguments. 

Asynchronous and 
synchronous 
interaction 
support 

Combine in-person and 
online inputs seamlessly. 

Transcripts uploaded into BCause; 
Democratic Reflection embeds 
transcripts from live or recorded 
debates; processed by AM + FA. 

Integration of 
visual inputs 

Facilitate 
comprehension of 
complex debates 
through visualizations. 

BCause and PolisOrbis provide 
visualizations (topic clusters, stance 
graphs) based on AM/FA outputs, 
released upon moderator verification. 

Facilitation and 
moderation 
support 

Prevent dominance by 
few actors, ensure 

BCause includes features for stance-
sharing; FA clusters discourses to 
highlight diversity of positions. 
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inclusiveness, and 
identify conflict early. 

Evidence-
informed 
decision-making 

Reporting and 
summarizing 

Provide structured 
summaries and 
consensus points. 

FA produces topic-specific summaries; 
AM structures arguments relations. 

Accountability & 
traceability 

Transparent and 
trustworthy AI 
processes 

Clarify how outputs are 
generated. 

EG explains AM/FA processes in plain 
language, and on what contributions 
PR is grounding recommendations. 

Strategic planning 
& policy 
conversion 

Policy conversion 
and actionable 
outputs 

Translate deliberations 
into tangible outcomes. 

PR transforms AM/FA outputs into 
actionable policy recommendations 
grounded in deliberative inputs. 

 
Once integrated into deliberative settings, AI-enhanced clustering, 

summarisation, visualisation, and recommendation mechanisms actively structured 
interaction by influencing what became visible, prioritised, and actionable. Co-
design therefore unfolded recursively: negotiated configurations were deployed, 
their effects observed, features and settings recalibrated or even reviewed.  

Scope × AI Configuration captures an evolving perimeter of PD influence over 
AI development. In some cases, scope expanded (e.g., explanation redesign, hybrid 
transcript integration); in others, it remained constrained (e.g., multilingual 
implementation, policy automation). PD did not guarantee alignment but 
continuous negotiation of how far AI affordances could meaningfully support 
differentiated deliberative practices and needs. 

4.3 Participants × Role Reconfiguration. Mediations among disciplines and practices 

Integrating AI into deliberation reconfigured roles and redistributed interpretive 
authority among developers, designers, facilitators, institutional actors, and 
community representatives: it altered who was able to interpret, validate, and shape 
deliberative outputs, and under what conditions. In these terms, a fundamental 
finding concerns the iterative adjustment between developers, designers, and pilot 
organisations.  

Early co-design processes surfaced initial asymmetries of expectation: many 
organisers expected near-ready AI solutions, while developers assumed higher 
baseline technical literacy. Developers, conversely, often assumed a higher baseline 
of technical literacy among civic actors. These mismatches of expectations surfaced 
during co-creation workshops, generating moments of friction that required 
structured mediation. Practical consequences and role shifts followed. Developers 
quickly realised that abstract explanations of functionalities were insufficient, 
moving to make technology tangible and experientially grounded through early 
prototyping and demonstrations. Still, such role reconfiguration was uneven across 
pilots. In P5, which included a team member with strong technical expertise, AI 
integration progressed more fluidly, identifying insertion points for clustering and 
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summarisation from the outset, and incorporating AI components directly into 
workflow planning.  

Also pilots acquired initially not foreseen roles. P1, P2, and P4 contributed their 
own deliberative transcripts to participate in AI fine-tuning for generating clustered 
arguments and summaries based on familiar debate material. This strategy reduced 
abstraction and enabled organisers to evaluate AI outputs in relation to their real 
deliberative practice, making visible both the potential and the limits of AI 
mediation. 

In this process, researchers assumed the role of translators, who converted 
deliberative needs into artefacts (user journeys, scenarios, templates), framed 
technical constraints in accessible terms, and adjusted facilitation methods to 
maintain shared understanding. This mediation extended into coordination and 
technical meetings where misunderstandings were iteratively revisited. Co-design 
extended beyond continuous redesign of interaction formats, explanation strategies, 
and validation procedures, concerning the design of collaboration and engagement 
processes as well as the configuration of technological artefacts themselves. 

AI-enhancement also reconfigured facilitation roles. Clustering and 
summarisation tools turned facilitators from moderators of discussion to 
interpreters of algorithmic outputs. When clusters were presented to participants, 
facilitators contextualised them, clarified limitations, and reopened debate when 
summaries appeared reductive. AI outputs thus acquired epistemic weight, and 
facilitators became brokers between computational structuring and civic 
interpretation. 

Institutional actors assumed the additional role of evaluators of legitimacy. In 
policy-oriented pilots, AI-generated outputs were assessed not only for internal 
coherence but for their suitability in institutional settings. Organisers evaluated 
whether outputs met standards of traceability and accountability required for policy 
uptake. In this sense, AI-enhanced deliberation redistributed validation authority 
across actors. 

Through these dynamics, civic actors developed literacy about AI affordances 
and constraints, while developers gained insight into situated deliberative practices 
and institutional conditions. This mutual learning was embedded in concrete 
episodes of prototype testing, friction, and revision and recalibration rather than 
abstract exchange. Importantly, this does not eliminate asymmetries. Technical 
expertise remained concentrated among developers, and final implementation 
decisions were bound by architectural constraints. However, co-design created 
structured spaces in which these asymmetries could be surfaced and negotiated 
rather than remaining implicit.  

Participants × Role Reconfiguration therefore captures how AI-enhanced 
deliberation altered system behaviour and the distribution of interpretive 
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responsibility. PD functioned as the mediation mechanism through which these 
role attributes were negotiated, stabilised, and occasionally contested. 

4.4 Methods × Iterative Evolution. Reshaping understanding and journeys 

This section examines how PD unfolded through continuous revision, tailoring, and 
adjustment of methods in response to frictions, implementation constraints, and 
emerging deliberative insights. 

Initial workshop cycles surfaced deliberative purposes and generated early 
requirements and scenarios. Nevertheless, these scenarios also produced 
expectations among pilots, which then required iterative adjustment on both sides 
to remain feasible for AI development and e-participation platform 
implementation. Once prototypes were introduced into pilot contexts, new 
challenges emerged that demanded methodological adaptation. Early assumptions 
about how and when AI functionalities could be integrated often proved overly 
optimistic. For example, pilots initially imagined clustering and summarisation as 
end-of-process tools. Implementation showed that AI-summaries were shaping 
subsequent discussion trajectories. This prompted changes in sequencing. 

Similarly, transcripts introduction for supporting deliberation in hybrid settings 
required pilots to modify both deliberative processes and facilitation routines. What 
had previously been spontaneous in-person exchange needed structured 
documentation to become analysable input. This triggered procedural 
adjustments—assigning note-takers, standardising recording practices, and 
allocating time for transcript validation before AI processing. Moreover, as pilots 
gained a clearer understanding of what counted as usable deliberative input, they 
increasingly prepared contributions in formats compatible with AI processing and 
its timing, structured sessions to enable later aggregation, and identified moments 
where AI-generated synthesis could be introduced without disrupting dialogue. To 
enable these adjustments, most pilots—apart from P5, which benefited from 
internal technical expertise—required intensive mediation. Additional facilitated 
workshop sessions supported teams in mapping deliberative stages against AI 
capabilities, often using Implementation Plans and User Journeys as bridging 
artefacts. 

Participation thus shifted from needs elicitation toward workflow redesign. 
Implementation Plans (Appendix II) became central to this evolution: pilots mapped 
deliberative stages, specified intended AI functionalities, and revised timelines in 
light of technical feasibility and experiential feedback. Plans were updated 
repeatedly, reflecting shifts in scope and expectations. For instance, P3 adjusted the 
sequencing of policy-oriented deliberation to allow time for AI-supported synthesis 
before stakeholder consultation; P5 restructured community meetings to enable 
transcript integration and summarisation without undermining relational 
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dynamics; and P2 introduced intermediate reflection phases after exposure to 
clustered outputs, enabling participants to reassess positions before moving toward 
synthesis. These revisions show that methods were not static but adaptively 
reconfigured. 

Pilot Diaries (Appendix III) further institutionalised iterative evolution. In 
several pilots, diary reflections prompted methodological change. In youth-focused 
pilots, for example, diary entries noted difficulties translating informal exchanges 
into structured inputs, leading to additional facilitation phases before AI processing. 
Reflexivity thus became embedded in participation, generating feedback loops not 
only between pilots and developers, but also within pilot organisations. 

Across pilots, frictions were treated as drivers of change. Interpretability 
challenges with the Explanation Generator prompted redesign of explanation 
formats. Misalignment between policy expectations and AI outputs led to revised 
reporting templates. Delays in transcript processing triggered timeline adjustments. 
Rather than treating friction as failure, co-design institutionalised it as a signal for 
revision and recalibration. Biweekly coordination and technical meetings served as 
structured spaces where these signals were examined and translated into procedural 
or technical adjustments. 

PD methods therefore evolved iteratively alongside AI configuration. 
Workshops became more scenario-driven and hands-on, since early abstraction 
proved insufficient. Prototype demonstrations became routine rather than 
exceptional. Alignment meetings increasingly focused on sequencing and 
integration, while serving also for additional feature discovery. 

Methods × Iterative Evolution thus captures PD as a temporal mediation process. 
Co-design proceeded through cycles of exploration, implementation, friction, and 
revision. AI-enhanced deliberation emerged as a continuously adjusted 
configuration rather than a fixed artefact. 

5. Discussion: PD as Socio-Technical Mediation in AI-Enhanced 
Deliberation 

The ORBIS experience offers a set of empirically grounded lessons on how PDcan 
support the development of AI-enhanced deliberation. The findings provide a 
reflection on how PD operates as a socio-technical mediation mechanism across 
four interrelated dimensions elaborated from how Delgado et al. [30] depicted the 
participatory turn in AI design: goals, scope, participants, and methods. It also shows 
how co-design structures the negotiation between differentiated deliberative 
practices and AI affordances over time, reflecting the need of continuous 
negotiation of socio-technical arrangements rather than episodic consultation [50, 
51].  
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Clearly, ORBIS lessons do not constitute a prescriptive blueprint; rather, they 
activate points of reflection that can inform future co-design efforts in AI-enhanced 
civic technologies. 

While the participatory turn has clarified why stakeholder engagement matters 
and how it may be structured [30], participation is often analysed either 
normatively [41, 46] or through isolated engagement formats [56, 57]. Less attention 
has been given to how PD operates longitudinally in contexts where AI systems 
actively structure deliberative interaction. By examining ORBIS across multiple 
pilots and iterative cycles, this study has extended that literature by showing how 
PD affects both deliberative practices and AI configuration in response to contextual 
constraints and frictions. Importantly, it shows how AI in ORBIS was not (just) an 
object of co-design, but acted as a structuring layer within deliberation itself, 
shaping visibility, interpretive authority, and sequencing of discussion. In so doing, 
the findings respond to concerns that participatory AI risks remaining superficial or 
instrumental [44], demonstrating that meaningful co-design requires negotiating 
how AI structures participation, not only how participation informs AI. 

While ORBIS provides an empirical validation of this mediation account, yet, it 
does not constitute a definitive model. Rather, it offers a conceptual framing that 
can guide future co-design processes of AI-enhanced civic technologies and 
provides lessons abstracted from pilot-specific experiences toward broader 
applicability. 

5.1 Negotiating Expectations and Literacy Gaps 

A first structural lesson concerns the mismatch of expectations between 
practitioners and developers. As in other participatory AI settings [30], civic actors 
often anticipated ready-made solutions, while technical actors assumed higher 
levels of AI literacy. ORBIS demonstrates that such mismatches are not incidental 
but structural. AI-enhanced deliberation introduces epistemic asymmetries that 
require active mediation. Consistent with PD scholarship on bridging epistemic 
divides [51, 65], ORBIS shows that translation must occur both linguistically and 
materially. Early prototypes, transcript-based demonstrations, and iterative 
walkthroughs were essential in grounding abstract AI capabilities within lived 
deliberative practice, making them graspable and intelligible by multiple actors. 
This confirms insights from Donia and Shaw [54] and Muller and Liao [53], who 
emphasise reciprocal learning in ethical AI co-design. In addition, ORBIS extends 
these findings by demonstrating that such learning is not limited to workshop 
settings but embedded in longitudinal development cycles. 

For future applications, the ORBIS experience shows that innovating AI-
enhanced e-participation requires treating expectation negotiation and literacy 
development as core components of co-design rather than secondary outcomes. 
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These processes need to be grounded in hands-on engagement, enabling learning 
through early prototyping and demonstrations. Such an approach fosters mutual 
understanding and learning, and creates meaningful conditions for participation in 
innovation. 

5.2 Institutional Uptake and Accountability 

A second lesson concerns institutional embedding. Much participatory AI research 
focuses on engagement moments but pays limited attention to how participatory 
insights are operationalised within organisational routines [33]. ORBIS shows that 
uptake depends on whether AI functionalities are co-designed in ways that align 
not only with institutional validation standards and workflow structures, but first 
of all with deliberative values and needs. Co-designed traceability features, 
narrative and integrated explanations, and interactive policy outputs strengthened 
perceived legitimacy among pilot organisations. When AI outputs were 
recognisably grounded in participant contributions, adoption became more 
sustainable. This aligns with socio-technical accounts of empowerment that 
emphasise the need for non-arbitrary influence over decision-making processes [49, 
62]. However, ORBIS also reveals several limits: AI-supported synthesis did not 
replace institutional interpretation, and strategic planning and policy translation 
remained necessarily human-mediated. 

For future applications, the ORBIS experience indicates that institutional 
compatibility and operational uptake should be considered from the outset and 
integrated into iterative mapping processes rather than retrofitted at later stages. 
These factors directly affect the capacity to understand and embed AI-enhanced 
deliberation within organisational routines, support meaningful experimentation, 
and sustain iterative development over time. 

5.3 Friction and Iteration for constructive Change 

While early misunderstandings initially risked undermining trust, they became 
constructive moments of adjustment. In line with PD traditions that frame conflict 
and negotiation as generative forces in socio-technical development [50], frictions 
in ORBIS were not treated as failures but as signals requiring recalibration. 

Misalignments between deliberative expectations and AI configuration surfaced 
repeatedly. Iterative redesign—particularly of user interfaces, user journeys, 
explainability mechanisms, and hybrid transcript integration—showed that PD is 
most effective when embedded longitudinally. Early requirements reflected partial 
and context-bound understandings of both deliberative practices and technological 
affordances. As pilots engaged with prototypes and encountered AI outputs in 
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practice, previously unforeseen needs emerged. Exposure to technical constraints 
and new capabilities reshaped expectations, revealing that alignment depends on 
sustained cross-disciplinary negotiation rather than one-time specification. 

This dynamic supports the view that participatory AI cannot rely on isolated 
engagement events but benefits from institutionalised reflexive cycles [32]. From a 
sociotechnical perspective, AI systems are not neutral tools; they reorganise 
practices, responsibilities, and interpretive authority. Their design therefore 
requires continuous collective examination and adjustment. In ORBIS, 
requirements evolved through iterative exposure to prototypes, frictions prompted 
redesign, and deliberative workflows were repeatedly recalibrated in response to 
AI-mediated effects. PD thus functioned as an ongoing mechanism of reflection and 
reconfiguration embedded within the lifecycle of AI-enhanced deliberation. 

 
Limitations. This study is exploratory and context-dependent. Conducted within 
the Horizon Europe project ORBIS, it reflects the dynamics of six pilots operating 
within specific institutional, cultural, and funding conditions. The pilots functioned 
as small-scale experimental niches [66], providing structured environments for 
testing co-design approaches to AI-enhanced deliberation tools under real-world 
constraints. While such niches enabled intensive interaction and longitudinal 
observation, they limit the extent to which findings can be directly generalised to 
other participatory AI settings. The authors’ embedded role of coordinators within 
the project afforded privileged access to mediation processes but also introduced 
potential interpretive bias; triangulation across workshop artefacts, meeting 
documentation, transcripts, and pilot diaries, alongside reflexive analysis, was 
employed to mitigate this. 

6. Conclusion. Toward a Transferable Mediation Framework 

Conceptually, this paper extends existing accounts of the participatory turn in AI 
design [30] by shifting attention from participation as format to participation as 
longitudinal mediation infrastructure. The findings here presented require be 
interpreted within the limits of niche experimentation [66].  

ORBIS operated as a structured experimental setting that enabled intensive 
observation and iterative design. Such conditions have replicability limits. 
However, what can be transferred is the mediation patterns identified: expectation 
negotiation, scope recalibration, role redistribution, and iterative methodological 
adjustment. 

These recurring dynamics support the conceptual abstraction of PD in AI-
enhanced deliberation beyond the ORBIS context. The proposed account offers an 
analytical and operational lens for researchers, civic technology designers, public 
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institutions, and innovation programmes seeking to integrate AI into participatory 
infrastructures. Rather than prescribing a model, it clarifies how co-design processes 
can be structured to surface deliberative purposes, negotiate technical constraints, 
redistribute interpretive authority, and institutionalise iterative recalibration. 

Transferability therefore does not lie in replicating specific AI components, but 
in re-enacting the mediation architecture articulated in this study. The proposed 
account can be scaled as a reflective and structuring framework for embedding PD 
in AI-enhanced e-participation for deliberation. By considering where and how PD 
operates across goals, scope, participants, and methods, organisations can design for 
meaningful and longitudinal integration of AI into civic processes—not only over 
time, but across the institutional, technical, and interpretive dimensions that shape 
deliberative practice. In this sense, scaling concerns the reproducibility of 
mediation patterns rather than the duplication of technological artefacts. 

Future research should apply this intermediate theoretical account as an 
analytical lens in comparative studies of initiatives developing AI-enhanced e-
participation for deliberation. The four mediation dimensions identified from 
Delgado et al.’s—goals, scope, participants, and methods—can function as structural 
sites through which to examine how PD is embedded and what effects it produces 
in different contexts. Comparative case studies could therefore explore how PD 
operates across these dimensions: how participation reshapes deliberative goals; 
how the scope of AI configuration becomes negotiable; how roles are distributed 
and potentially reconfigured among civic actors, developers, and institutions; and 
how participatory methods evolve over time. Such analyses would make visible 
where mediation occurs, which dimensions become more influential or constrained 
under specific governance and technological conditions, and what kinds of 
alignment PD is able to support. Particular attention should be given to the 
durability of reflexive cycles beyond funded experimentation and to the minimal 
infrastructural conditions required to sustain longitudinal co-design. In this sense, 
scaling concerns not only duration, but the capacity to embed PD meaningfully 
across the relevant dimensions of AI-enhanced deliberation. 
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